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Effective Attack Detection

The Challenge

The scope, complexity, and pace of malicious attacks on 
information assets are skyrocketing. Even worse, more 
and more organizations are discovering, too late, that 
in spite of the prevalence of prevention techniques and 
tools at their disposal, attacks are succeeding in growing 
numbers. Despite all the cyber security tools readily 
available in the market, malicious incidents — including 
undesired network activity, malware, ransomware, data 
theft, and more — are on the rise.

Forensic analyses of attacks that have succeeded 
show that the critical time between infections, the first 
moments of attack, and detection is far too great — 
often measured in months. By the time an organization 
learns it is under attack, not to mention when they finally 
analyze the breach and assess the risk, the attacker 
has likely already made off with valuable assets. The 
defender’s objective must be to drastically reduce this 
dwell time differential. Real-time breach detection is a 
primary objective for data security.

Attackers and nation states continue to embellish their 
strategies and tools with arrays of the latest digital 
capabilities, automation, and advancements. Therefore, 
those charged with securing information should not 

hesitate to enhance their defense strategies, equipping 
their fortifications with the most advanced tools and 
capabilities to provide increased effectiveness and 
efficiency for security teams.

In order to close the infection-to-detection dwell time 
security gap, a comprehensive data-protection plan, 
replete with new and smarter strategies and tools, is 
required. The plan must include a precise and rapid 
detection mechanism for identifying infected assets 
post breach before substantial damage or data theft 
compromises the organization.

Constraints at Work

With organizations under constant, multi-faceted attacks, 
the volume and complexity of potentially harmful events 
requiring analysis are numerous. The collection of data 
required to identify them can be daunting. Security 
resources for event analysis, mainly highly trained 
personnel, are limited and the task is often excruciatingly 
cumbersome, sifting through reams of information 
supplied by assorted security information and event 
tools. The effort involved severely limits the amount of 
time organizations can invest in any given event. 

Report: Verizon — 2017 Data Breach Investigations Report
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With this human resource limitation in mind, proper 
evaluation of detection solutions requires consideration 
of the following aspects:

1.  Accurate reporting of actual incidents while keeping 
false alerts to a minimum

2.  Clear attack kill chain maps providing complete 
information

3. Intuitive GUI providing analysts with quick access to 
all relevant data

4.  Easy and quick deployment with automated 
configuration

5.  Minimal maintenance with automated updates

Also contributing to the shortcomings of current 
detection technologies is the large volume of triggered 
events turning out to be false positives (e.g. false alerts, 
dead-ends). Even to be determined as false positives, 
events still require considerable analysis and collection 
of even more data from a wider pool of sources for 
corroboration.

What is needed is an automatic way to distinguish 
between actual events and false positives enabling 
analysts to concentrate on genuine threats. This paper 
suggests a new approach combining deception and 
monitoring of traffic, internal as well as outbound. 
The solution must be able to correlate data quickly, 
automatically and accurately to provide accurate post-
breach and data-theft incident reporting.

Intelligent Deception

Setting up an Attractive and Believable 
Deception Layer

Coupling proactive, intelligent deception with accurate 
detection technologies yields much better results 
than traditional approaches relying only on traffic 
monitoring. Intelligent deception incorporates a variety 
of mechanisms to lure attackers and to provide all the 
necessary information about attacker activities as they 
occur in real-time. With this approach, a multiplicity of 
deception assets, “decoys”, are deployed throughout 
the organization’s network. The decoys are both 
customizable and general purpose, able to entice and 
sidetrack attackers and malware.

Today’s attackers tend to be highly intelligent and 
sophisticated. Therefore, in order for deception to be 
effective, decoys have to be both attractive and credible. 
They must:

 z Publish themselves on the network 

 z Respond when approached (e.g. responding to pings 
or NetBIOS queries)

 z Interact with the surrounding environment such as 
being registered to Active Directory, DNS servers, etc.

 z Create a trail of breadcrumbs on endpoints leading to 
decoys using mini traps, shared folders, file links, etc.

 z Emulate actual services running on real servers

 z Present a TCP stream similar to servers they emulate 
including the exact OS flavor (e.g. Windows, Linux, 
etc.)

 z Hold data similar to the network they are emulating 
(e.g. directories, file names, web pages, etc.)

 z Contain ports and services that are open or closed 
similar to a real environment using TCP drop, Accept, 
Reject, etc.

 z Automated and programmatic configurations based 
on the network being monitored

 z Manual configuration and tuning of all facilities 
within the deception environment to allow for more 
advanced and on-the-fly settings.



Utilizing Deception for Effective Breach Detection

©Fidelis Cybersecurity WP-Fidelis-Utilizing-Deception-1802 www.fidelissecurity.com 4

Targeted Breadcrumb Placement

To attract attackers, decoys are made to resemble the 
target system as closely as possible. Sophisticated 
deception solutions actively lure attackers to the decoys. 
Breadcrumbs act as lures to exploit the fact that when 
an attack initially infects a network asset, it is essentially 
blind at first. The attacker cannot tell where in the 
network he has landed, so he or she starts looking for 
other assets that have been accessed from the infected 
asset, such as applications or tools the infected asset is 
currently using.

Breadcrumbs can be in the form of cookies, registry 
values, files, mounted drives of the decoy, and ARP table 
values — all with fake credentials and fake data that 
attackers find irresistible.

Breadcrumbs should be strategically placed in order to 
be effective with decoys. An intelligent deception solution 
can scan network traffic and analyze applications being 
used on each asset, communications, and frequency 
within organizations, behavior of assets including 
internet communication habits, and much more. Using 
all of this data, the deception solution can profile the 
behavior associated with each network asset and weigh 
the risks posed by its access to determine the optimal 
assets and endpoints where breadcrumbs should be 
placed to act as markers leading to decoys.

An Adaptive Deception Environment

For maximum effectiveness, the deception environment 
should be adaptive and blend into the real environment. 
Organizational networks are dynamic in nature, thus 
the deception environment must be as well. It must 
monitor the organization continuously for changes such 
as new subnets, new assets and new applications, and 
deploy appropriate decoys automatically. Changes in 
the network should be quickly detected and mirrored, 
such as adding machines to a network, discovering new 
networks, changing machine types, etc.

Attack Interference

Intelligent deception not only lures attackers to decoys, 
it also serves to slow down attacks further reducing the 
damage an attack is capable of causing. Decoys should 
be able to engage with attackers and deceive them. Here 
are some examples of how attack interference can be 
handled:

 z Adjusting the decoy’s TCP stream as necessary to 
enable a slower or faster interaction

 z Allowing password-guessing in order to continue 
engagement with the attacker (for instance: a decoy 
can be pre-set to decline the first six attempts, and 
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allow the seventh to come through, regardless of the 
string that was typed in)

 z Feeding large files — even those not requested by the 
attacker

Using Different Security Detection 
Engines

Using different security engines, the deception solution 
analyzes data streams for diverse security aspects. A 
given data stream is scrutinized from different angles 
providing a comprehensive look into the activities and 
intentions of the data stream. The deception solution 
should be able to analyze infrastructure protocols 
like DNS, TCP, HTTP, and SSL while also looking at the 
application layer. Combined with various deception 
engines and threat intelligence, this approach allows a 
much better analysis of the functionality and goals of the 
stream, identifying possible threats and eliminating false 
positives.

Addressing Different Attack Phases

A typical attack goes through six kill chain 
phases, usually: (1) infection, (2) tool download, (3) 
reconnaissance, (4) lateral movement, (5) data retrieval, 
and (6) exfiltration. Almost every attack and malware 
employ specific functions to enable them to operate 
through these six phases.

In each phase, the deception solution should conduct 
different analyses as it looks for different indications of 
the malware and attacker activities. Addressing each 
of the six phases improves the certainty of the threat 
detection and allows a much better understanding of 
attacker tactics, techniques, and procedures (TTPs) .

Traffic Monitoring

Every organization today has an endless data stream 
to and from the internet. A significant portion of the 
internet traffic an organization generates is triggered by 
its own employees. The detection solution should be able 
to focus its attention on data streams not triggered by 
human activities, and focusing analysis on data streams 
that are automated. It should drill down into these 

1 https://www.brighttalk.com/webcast/13361/285521/the-threat-landscape-cybersecurity-trends-in-2017-and-beyond

automated streams. Apart from focusing on streams that 
warrant analysis, this method also reduces performance 
and storage requirements.

Dealing With Encrypted Data

Encrypted and encapsulated data may pose a problem 
for some traffic-monitoring tools. However, in order 
to provide maximum value, the deception solution 
should be able to identify malicious and automated 
communications, even if those are sent over HTTPS, 
SSL/TLS, or other encrypted protocols. Data that goes 
through various types of proxies also needs to be parsed, 
understood and validated in order to ensure that all the 
threats are detected and mapped.

The deception solution should be able to properly 
analyze and understand the application, the protocol 
traffic and the relationships between protocols. 
Additionally, it should be able to match the HTTP to the 
DNS data, verify low-level ARP data matches the upper-
layer data, verify the use of browsers at the application 
level, etc.

Last, the solution should be able to adapt to the user-
specific environment, including home-grown apps and 
user tools. These should be easily tuned and monitored.

Non-Signature-Based Detection

Modern breach detection technology must be able to 
detect new zero-day attacks as well as different kinds of 
malware that have not been seen before. For this reason, 
different detection engines and deception technologies 
cannot rely on signatures or intelligence feeds only. A 
2017 Threat Landscape webcast review from Symantec1 
notes over 2 million new malware variants per day 
with the highest volume being script based, or file-
less. Certainly, trying to catch up with the unrelenting 
onslaught of new malware is a pipe dream.

Like signatures, threat intelligence can only address 
threats that have already been discovered. With the 
rapid proliferation of new threats, threat intelligence can 
never be complete. As we will see later in this paper, new 
approaches that apply advanced detection techniques 
can help to reduce the zero-day attack vulnerability.

https://www.brighttalk.com/webcast/13361/285521/the-threat-landscape-cybersecurity-trends-in-2017-and-beyond
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Transparency to the Network

Usually, introduction of a new security tool is 
cumbersome and it interferes with network 
performance. However, network performance  
need not be compromised every time a new security 
tool is introduced. A good deception solution does not 
require any network restructuring and can be installed 
without introducing undesirable latency. And, because 
it only emulates the behavior of services, the solution’s 
deception layer doesn’t increase the attack surface or 
create more vulnerability for the network.

A Clear Attack Story Provides Complete 
Forensic Information

As attacks often span six phases and involve a variety of 
activities, it is important to present the security analyst 
with incidents including a clear description of what the 
attacker is doing in each phase. The description should 
include the logic of each activity accompanied by the 
actual data collected for the activity. The data should 
include the type of events and Indicators of Compromise 
(IoCs) as well as capture files or data. This way, the 
analyst can drill down into the details of the incident 
without having to collect and filter more data from 
different tools, SIEMs, etc. It is vital to provide relevant 
data to the analyst and avoid extraneous data not directly 
correlated with the attacker’s activities. 

Correlate Events Based on Complete 
Context

Sophisticated correlation engines that process events 
based on true and complete context are able to make 
proper judgments to determine whether incidents are 
real and can thus reduce false positives. Moreover, 
correlated events can be aggregated into a complete 
attack story and instantly provide a full forensic trail 
whenever a decoy is tapped.

Without having the correct context of each event, the 
correlation is useless. The correct context includes 
very detailed information and attributes about the 
event, why it was triggered and how it relates to 
other events within the environment’s infrastructure. 
Context includes the application the event belongs, the 
application’s session even if this session spread over a 
few hours, the TCP connection, the SSL connection, etc. 
An effective correlation will combine the relevant events 
into one significant incident, freeing the administrator 
from searching for pieces of data in various tools 
and databases in order to understand the attacker’s 
activities.
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Threat Intelligence

While internal correlation can contribute to the accuracy 
and efficiency of a particular solution, the ability to 
correlate events and information with other security 
tools can significantly enhance the organization’s ability 
to defeat current attacks and prevent future ones. A 
deception solution can increase its value by integrating 
with reputation-based security solutions.

Deception solutions are a great source for threat 
intelligence. Because they interact with attackers — 
unlike perimeter or endpoint solutions that attempt to 
block them — they can monitor attacker activity and 
track its advancing patterns. One way of accomplishing 
this is by incorporating black hole (sometimes called ‘tar 
pit’) technology that engages, communicates with, and 
monitors attacker activity over time.

Intuitive UI With Single-Click Access to all 
Relevant Data

Even if the required information is accurate and relevant, 
it still needs to be managed from an intuitive user 
interface (UI) that is easy to navigate and use.

A good console leads the analyst to focus on the 
most crucial incidents that should be acted upon first 
providing real-time security visibility into the different 
phases of attacks and allowing easy access to all the 
relevant data for in-depth analysis without having to 
slice and dice the collected information. The analyst 
examining the incident should be able to make a decision 
quickly, based on the information clearly presented.

Graphic presentation of information helps the analyst 
make a quick judgment. There are situations where a 
graph, for example, that describes the communication 
among assets in a VLAN, immediately alerts the analyst 
to a critical problem requiring immediate attention.

Simple to Deploy, Supports Automatic 
Configuration

In today’s enterprise environments and topology, 
and given a lack of resources, it is important to keep 
deployment options flexible, easy, and quick. An easy-to-
deploy solution will not jeopardize the communication 
channels of the organization and will not impose a single 

point of failure. Moreover, a good solution will notify the 
administrator if there are portions of the network that 
are only partially visible and that a full picture of network 
activity is unavailable.

Working out of the span ports and connecting to the 
trunk ports in the organization provides the access 
to the right traffic and the right context. An effective 
solution will build deception environments automatically 
based on the organization’s traffic and will not require 
any resources for the analysis of egress data. A further 
consideration for deployment is the range of different 
operating systems expected to be found within networks. 
The ideal deception solution would be OS-agnostic.

Minimal Resources, Maximal Security

Often current solutions will trigger single-packet events 
and send security teams on wild goose chases to 
correlate different events to find evidence designating 
a bona fide incident. Security teams must then follow 
up the initial investigation for different configurations to 
distinguish false alarms. This process depends on ample 
resources and trained analysts adept at identifying real 
events.

A better approach is through automation. The solution 
should trigger events and automatically engage different 
correlation systems to determine relevant events and 
those not carrying any security significance. The security 
analyst is presented only with the meaningful incidents 
along with all the events and data that triggered 
them. With far fewer false alarms, the security team 
concentrates on real incidents and their resolution.

Deception monitors attacker activity over time.
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Meeting the Challenge

The combination of incident-reporting accuracy using 
deception defenses, appropriate forensic information, 
filtering to focus on high-risk traffic, visually helpful 
analytical tools, rapid deployment, and automated 
maintenance is uniquely found in the Fidelis Deception 
module. Fidelis Deception begins by automatically 
deploying on the network innocuous-looking decoys 
fitting seamlessly into an organization’s existing network 
structure, imitating the endpoints, servers, and data 
that would be expected on such a network. Illustrated 
in the diagram below, phase 1 provides discovery to 
analyze the network and phase 2 deploys decoys and 
sets the scene, ready to receive the attacker. Decoys, 
passive at this point, have been primed with the kind of 
software and data that lure an attacker and they wait 
until they receive a visit in phase 3. Breadcrumbs also 
lure attackers to decoys as pointers in endpoints and 
systems knowing attackers seek credentials and access 
information. 

Since, as a matter of policy, the decoy doesn’t receive 
requests from friendly sources in the network being 
unknown to users, any request received is either an 
innocent mistake or an attacker ‘poking around’. Which of 
these two possibilities is still not known, not until other 

factors are brought into play. The decoy ‘plays along’ 
with the uninvited visitor, answering requests just like 
any other server or endpoint and then goes on to phase 4 
with internal traffic monitoring within the network and to 
and from the internet. 

Throughout the monitoring, an ongoing process of 
automated analysis occurs, analyzing all the protocols 
involved within the traffic including TCP, DNS, SSL, HTTP, 
FTP, SSH, etc. The analysis is combined with Intelligence 
in phase 5. Knowledge and understanding of network 
traffic behavior is applied to the monitored traffic and, by 
identifying most of the innocent activity such as human 
browsing sessions and updates to software known to be 
installed on endpoints in the network, the vast majority 
of traffic can be safely bypassed. What remains is 
analyzed further by correlating requests in phase 6. 

Fidelis Deception can, to a very high degree of certainty, 
determine if the visitor at the decoy is operating in a 
malicious way. If so, an incident is triggered, causing one 
or more defensive mechanisms to be initiated, including 
sending alerts or modify access policies to segregate 
infected assets. Across the six steps the intruder’s 
path is mapped and appropriate forensic information is 
available for rapid verification.

Fidelis Deception: covering all the phases of the attack life cycle within your network
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